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Abstract
We demonstrate the derivation of a powerful and simple, as well as
robust and flexible algorithm for a swarm robotic system derived from
observations of honeybees’ collective behavior. We show how such observations made in a natural system can be translated into an abstract
representation of behavior (algorithm) working in the sensor-actor world
of small autonomous robots. By developing several mathematical models
of varying complexity, the global features of the swarm system are investigated. These models support us in interpreting the ultimate reasons of
the observed collective swarm behavior and they allow us to predict the
swarm’s behavior in novel environmental conditions. In turn these predictions serve as inspiration for new experimental setups with both, the
natural system (honeybees and other social insects) as well as the robotic
swarm. This way, a deeper understanding of the complex properties of
the collective algorithm, taking place in the bees and in the robots, is
achieved.
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Motivation

1.1

From Swarm Intelligence to Swarm Robotics

Swarm robotics is a relatively new field of science, which represents a conglomerate of different scientific disciplines: Robot engineers are trying to develop novel
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robots, which are inexpensive in the production, because for robot swarms a high
number of robots is needed. Software engineers elaborate concepts from social
robotics, from collective robotics in general, and from the field of distributed
artificial intelligence. Their aim is to extend these concepts to a level that is
suitable also for swarms consisting of hundreds or even thousands of robots.
While many concepts like auction-based systems, or hierarchical master-slave
systems[1, 2] for task allocation work with groups of several robots, these techniques are hard to apply to swarms of much larger size: Whenever a central
decision-making unit is needed, or whenever a centralized communication system has to be used, solutions get harder to achieve the bigger the communication
network gets, which is formed by the swarm members.
The basic challenges in developing swarm algorithms for swarm robotics are
posed by the following key features, which are characteristic for a swarm robotic
system:
Restrictions posed by robotic hardware: A swarm robot will always be
‘cheaper’ and less powerful in its actuator abilities, computational power
and sensory capabilities compared to a robot that is aimed to achieve
the same goal alone. If an affordable swarm robot is powerful enough
to achieve the goal alone sufficiently and robustly, there is no need to
create a swarm system anymore. Due to this limitation, algorithms and
performed behaviors in a swarm robot have to be less complex and should
be applicable also in a noisy environment or on deficient platforms. Also
the available sensor data itself is often more noisy and less comprehensive
than in a non-swarm robot.
Scaling properties of the swarm: All robots in a swarm form a simple and
rapidly changing ad-hoc network. Communication is often restricted to
local neighbor-to-neighbor communication or to only few hops. Centralized communication units are in most cases unfavorable because of scaling
issues.
Thus, on the one hand, a swarm algorithm has to work with poorer robots,
worse sensor data, narrow and short-ranging communication channels. On the
other hand, a swarm solution for a robotic problem does also provide significant advantages: As real swarm solutions are designed to work with all that
limitations and noise, they are extremely robust to errors on all organizational
levels of the systems. They often are little affected by damages or breakdown
of swarm members, they are often extremely tolerant against biases or errors in
their sensor-actuator system. And they can, by their nature, react very flexible
to sudden perturbations of the environment they inhabit or they can even be
applied to other environments they have not been tailored for.
These features are coherent with the distinct definitions of ‘swarm intelligence’ that were defined by several authors. The term ‘swarm intelligence’ was
initially used by Beni and Wang [3] in the context of ‘cellular robotics’. A strong
robot-centered approach was also the source of inspiration for the algorithms
presented and extended in the book ‘swarm intelligence’ [4]: “. . . any attempt
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to design algorithms or distributed problem-solving devices inspired by the collective behavior of insect colonies or other animal societies.” An even wider
definition was given already by Marc Millonas [5] who defined 5 basic principles
of a system necessary to call it a ‘swarm intelligent’ system, which we summarize
up as follows (cf. Kennedy and Eberhart [6]):
The proximity principle: The swarm members (and thus also the whole swarm)
should be able to carry out simple calculations (in space and time).
The quality principle: The swarm should be able to respond to qualitative
features in its environment in a well defined way.
The principle of diverse response: The swarm should act in a diverse way.
The principle of stability: Small changes in the quality features of the environment should not alter the swarm’s main mode of behavior.
The principle of adaptability: The swarm should be able to change its mode
of behavior in response to environmental changes, whenever these changes
are big enough to make it worth the computational price.
For us as one biologist and one engineer, it is important to mention that,
whenever the above definitions refer to the ‘computational price’, this should
include also ‘other’ prices as well: For biological systems, the costs of energy
and the risk of death are important aspects that should also be considered in
interpreting biological swarms. And for engineering approaches (like ‘swarm
robotics’), energy efficiency (which often correlates with computational costs)
and risk of damage are also significant aspects.
A swarm robotic system shares many similarities with a swarm-intelligent
system. The way how solutions are approached is often very similar, although
important differences exist: General swarm-intelligent algorithms reside often
in a bodiless environment inside of a computer. Classical examples are the
ACO algorithm [7, 8], Particle-swarm optimization [6] or multi-agent simulations
that incorporate swarming systems (see for an overview [9, 2, 10]). In contrast
to such swarms formed by bodiless simulated agents, a plethora of physical
constraints apply to real robotic swarms. Thus, swarm robotic systems have
to be ‘embodied swarm-intelligent algorithms’. This was already described by
several recent reviews [11, 12], the latter one defining three basic properties
being critical for a swarm robotic system:
Robustness: Robotic swarms should operate in a way that allows continuation
of operation even after the loss of swarm members or other failures.
Flexibility: The swarm behavior should consist of ‘modules’ of solutions to
distinct task sets. As the environment changes, the composition and the
priorities of tasks gets altered, what should be responded by the swarm
by altering the collective behavior.
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Scalability: A robotic swarm consists of many members. Sometimes, the
swarm is formed by a huge number of robots. As in all other networks,
the addition of new nodes should not impair the collective behavior of the
system, e.g., due to an exponential growth of communication efforts.
As can be seen by comparing the definitions of swarm robotics and of swarm
intelligence, there is a high degree of overlap between those two fields of science. From our point of view, the most important difference between these two
domains is the fact that swarm robotic solutions are limited to algorithms that
have the following properties:
• All actions that have to be performed by the robots are restricted to be
local (limited actuator radius).
• Algorithms can utilize only a very limited local sensor range.
• In real physical embodied systems, the motion of agents is restricted to
the real speed of the physical devices (robots).
• Communications are restricted to localized communication, otherwise the
scaling properties of these algorithms will be rather poor, what prevents
these algorithms from being used in large robotic swarms.
• Finally, as swarm robots are imperfect and use erroneous physical devices,
all sensor data and all executed motion patterns are affected by a significant fraction of error and noise. Algorithms have to be sufficiently tolerant
to these sources of noise.
As swarm sizes increase, the problems of interferences in communication
(light pulses, radio, sound, . . . ) , the problems of traffic jams and local deadlocks
increase in turn usually in a non-linear manner. Thus typical ‘swarm intelligent
solutions’, which work perfectly in a simulated multi-agent world, often do not
work as expected in a real robotic implementation.

1.2

From Biological Inspirations to Robotic Algorithms

The challenges and restrictions that apply for swarm robotic units do also hold
for biological organisms. Also animals have to deal with the same abovementioned limitations: As their densities increase, problems arise in communication (limited channel width) as well as in ‘ordered’ interaction (flocking,
swarming, ...). Also for biological units, computational power is limited and
reactive behavior acts fast, but not in zero time. Thus, the more interaction
partners exist, the simpler the behavioral rules should be, to allow the animal
to perform the required computation, decisions and actuation. Swarms live,
as most other animals, in a noisy and frequently changing environment. Sometimes, the swarm itself can add a significant amount of noise to the environment:
Imagine a fish swarm and its coordinated, but swarm-like motion of thousands
of fish influencing local fluid motion and turbulences. These turbulences can,
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in turn, affect the members of the fish swarm, as they can sense them through
their myoseptum horizontale (lateral line).
In nature, a variety of adaptations has evolved, which tackles these problems
from various sides:
1. The sensors of animals developed into highly sophisticated devices. This
was achieved by developing ‘better’ sensors or by joining and combining
sensors (serialization and specialization). These adaptations allow animals
to deal better with a noisy environment. While such an approach can be
sufficient for pure robotic engineers (‘making a better robot’), scientists
with more adhesion to the field of swarm intelligence might not be pleased
by improving simply the single swarm robot’s abilities. For them, improving the swarm’s performance without improving the single robot is the
main interesting goal.
2. Especially in social insects, the animals developed methods to increase
the ‘orderedness’ of their environment. Ant trails emerge, wax combs
are built, and termite mounds are erected. All these adaptations of the
environment help the swarm to canalize its behavior along ‘favorable’ lines,
thus allowing it to work more efficient and to solve more complex problems.
Such processes are referred to as ‘stigmergy’ in literature, a term created
by Gassé [13, 14]. Its basic meaning is, that the swarm’s behavior changes
the environment and that changed stimuli in the environment can in turn
alter the swarm’s behavior. This delayed feedback loop can drive the
environment and the swarm into extreme conditions that can be best
described as being a ‘highly ordered state’. The ‘stigmergy’ approach is
often investigated in swarm robotics: e.g., puck sorting[4], and artificial
pheromone trails [15, 16].
3. In nature, also the rules of interactions between the members of the swarm
have been adapted by natural selection. The simpler the rules are, the
faster and better they can be executed. The more robust they are, the
less they are affected by noise. The more flexible they are, the better
such swarms are able to deal with environmental changes. For swarm
robotics, these rules are very valuable information that can be extracted
from natural swarm systems. They are very likely simple enough to be
executed by cheap robots. They are robust enough to work with cheap and
poor sensors. And they are flexible enough to allow a variety of fascinating
and (hopefully) efficient swarm behavior.
From our perspective, the third domain of adaptation is of highest relevance
for swarm robotics. The open challenge is, how such rules can be identified in
natural systems. Do we even notice them? How can they be extracted? If they
were extracted, can they be transformed (translated) into the physical world
of the target robotic swarm? Can observations done on the natural system be
meaningfully compared to observations done on the artificial system? Can we
look deeply into both systems, detach the specialties and see the core elements
that drive the dynamical distributed system that we call a ‘swarm’ ?
5

1.3

Modeling the Swarm

In the chapter at hand, we demonstrate how a biological inspiration taken from
the example of social insects can be ‘translated’ into an algorithm suitable for
an autonomous robotic swarm. We show how behavioral experiments with honeybees can be compared to experiments performed with robotic swarms. To
improve the understanding of the fundamental mechanisms that govern the
swarm’s mode of operation, we developed several mathematical models, which
allow us to identify, characterize and study the most important feedback loops,
that determine the collective behavior of the swarm.

2

Our Biological Inspiration

The algorithm we describe here, was originally inspired by young honeybees’
collective behavior of aggregation in a temperature gradient field. In a natural
honeybee hive, a complex pattern of temperature fields exists: The central
broodnest areas are kept on a comparably high temperature (between 32o C and
38o C), while honey comb areas and the entrance area have significantly lower
temperatures. The temperature in the broodnest affects the growth and the
development of larvae, and presumably, also the development of freshly emerged
young honeybees. In many experiments, the self-navigation of honeybees in a
temperature field was examined: It was found that young honeybees (1 day old
or younger) tend to locate preferentially in a spot which is between 32o C and
38o C[17, 18]. It was also found, that diurnal rhythms affect the temperature
preference of older bees [19]. These experiments were made with a 1-dimensional
device called ‘temperature organ’ (see Figure 1). This device consists of one
longer metal profile channel, which is rather narrow, so that the bees can move
(almost) only to the right or to the left. By placing a heating element (or a
torch) on one side and a ice-water reservoir on the other side, a rather steep
temperature gradient is formed inside of the metal profile channel. The bees
can be observed (and recorded) from atop, through a red filter1 top cover.
This 1-dimensional device was converted by ourselves to a 2-dimensional
temperature arena. We decided to establish the temperature gradient by using
a heating lamp, which is usually used for terrariums. By implementing two
feedback devices, we managed regulating the temperature maximum in the arena
(hot spot in the center of the temperature gradient field), as well as keeping the
ambient temperature on an as-stable-as-possible level (outer rim of the gradient
field). Figure 2 shows the basic setup of our 2-dimensional arena. Figure 3
shows photographs of our experimental setup.
First experiments showed that bees that were introduced in groups of 15-30
bees into the arena, showed the expected behavior (as it is depicted in Figure 2)
only if the temperature gradient was rather steep (ambient temperature around
24o C, hot spot approx. 36o C). Whenever the gradient was flat (ambient temperature around 30o C, hot spot approx. 36o C), the bees showed a different
1 Red

light is invisible for bees.
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Figure 1: Schematic drawing of a temperature organ. Bees can move (almost)
only to the left and to the right. By introducing a heating element (torch) and
a cooling element (ice water), a temperature gradient is established inside of the
device. Local temperature is measured with thermometers. Young bees locate
themselves preferentially between 32o C and 38o C.
behavior: The bees started to form clusters. At the beginning of the experiments, these clusters were located randomly distributed all across the arena and
the bee clusters consisted only of 2-3 bees. As experimental time proceeded, the
clusters on the right side of the arena (the cold side) disappeared and clusters
on the left side increased in size. This process continued until only one or two
clusters close to the warmest spot remained. Figure 4 shows the course of such
an experiment.
The question was: How does the individual bee behave to perform this interesting collective behavior. Obviously, in a flat gradient field, it is harder for the
bees to determine the local temperature differences, what is essential to allow
a ‘greedy’ uphill walk. We interpreted the cluster formation as a sort of ‘distributed search algorithm’, which is performed by the bees. in addition, cluster
sizes increased over time as experimental time proceeded, but this happened
only in warmer areas. Clusters in colder areas break up and clusters in warmer
areas grow. We concluded that these dynamics can be easily described by the
following rule: “The warmer it is, the longer bees stay in a cluster ”.
But how did bees behave when they were not located in a cluster? Did they
still walk uphill in the temperature field? Obviously the bees stopped for some
time when they met other bees, otherwise there will be no clusters observable.
But how did they behave when they hit the arena wall?
To answer these questions, additional analyses were made: First we intro7

Figure 2: Schematic drawing of the 2-dimensional aggregation arena. Bees
could navigate in 2 dimensions and should aggregate preferentially below the
spot produced by the heating lamp
duced single bees into our temperature arena and observed their motion path
(trajectory) in the temperature field. We implemented an image-tracking algorithm in MatlabTM ; this algorithm reported us the position and the heading of
the focal bee every second. Figure 5 shows four exemplary trajectories of single
bees in the arena. It is clearly visible that the bees did not stop below the lamp,
thus they were not able to find a suitable solution for themselves. This is in
strong contrast to those experiments, which were performed with bigger groups
of bees. Thus we observed a clear ‘swarm effect’ here: Single bees frequently
found no solution, but groups of bees often did. From these findings we can
derive our second rule to describe the bees behavior: “A bee that is not in a
cluster moves randomly (maybe with a slight bias towards warmer areas)”.
In addition to randomly walking bees, also other variants of bees’ behaviors
have been observed: These variations range from wall following (which is rather
similar to the random walks shown above, except that the center of the arena is
avoided), to almost immobile bees to the seldom case that bees approached the
optimum spot directly. For the development of our algorithm, the majority of
tested bees, which were those that showed random (undirected) behavior were
most important, so we concentrated on those (almost) randomly moving bees.
Additional analysis of bigger groups of bees were made, to determine how
they behave after they encountered the arena wall. As shown in Figure 6, the
bees stopped much more frequently after having met another bee in comparison
to having encountered the arena wall. Thus our third, and last, rule can be
derived: “If a bee meets another bee, it is likely to stop. If a bee encounters the
arena wall, it turns away and seldom stops”.
We summarize the observed honeybee behavior as follows:
1.) A bee moves randomly, in a ‘correlated random walk’.
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(a) Our temperature chamber.

(b) Close up of the temperature arena.

Figure 3: Photographs of our experimental setup. (a) The temperature chamber, in which we performed our experiments. 1: The temperature arena. 2: The
heating lamp. 3: IR sensitive video camera. 4: Red-light lamp for illuminating
the scene for the camera. 5: The (regulated) heater for keeping the inner part of
the arena at a constant temperature. (b) Wax floor, borders and heating lamp
of our temperature arena.
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Figure 4: Clustering behavior of bees in a flat slope gradient. The sub-figures
were taken in intervals of 800 frames. White arrows indicate bee-clusters that
were formed. The dashed circle indicates the place of the optimal temperature
spot. In total it took the bees 8 minutes to reach collectively the optimal spot
(except 1 distant bee cluster).
2.) If the bee hits a wall, it stops with a low probability,
otherwise it continues immediately with step 3.
3.) The bee turns away from the wall and continues with
step 1.
4.) If the bee meets another bee it stays with a certain
probability. If the bee does not stay, it continues with
step 1.
5.) If the bee stopped, the duration of the bee’s waiting time
in the cluster depends on the local temperature: The warmer
the local temperature at the cluster’s location is, the
longer the bee stands still.
6.) After the waiting time is over, the bee moves on (step 1).
From the three rules we derived from the honeybees’ behavior, we could
10

Figure 5: Four exemplary trajectories recorded from our experimental bees,
which moved almost randomly through the arena. The lines indicate bee movements, the small squares indicate sampling points. The big circle on the left
side indicates the temperature optimum. The outer rectangle indicates the arena
wall. A small bias towards warmer areas can bee seen.

11

Figure 6: In our multi-bee experiments, the frequency of bee-to-bee encounters,
as well as the frequency of bee-to-wall encounters was measured. After a collision
with another bee, the focal bee stops with a probability of Ps top ≈ 0.4. After
colliding with the arena wall, a bee is very unlikely to stop (Ps top < 0.05).
construct a swarm-robotic algorithm, which is described in the following section.

3

Analyzing Some Basic Results of the Observed
Features of the Bee’s Behavior

To see whether or not the extracted rules of bees’ behavior were responsible
for the observed final results (formation of clusters near the optimum spot), we
produced a simple multi-agent simulation of honeybees navigation in a temperature gradient field. Each bee was implemented as a single agent, which could
move (in continuous space) over a grid of discreet patches. Each patch can be
associated with a local temperature, to reflect the environmental conditions in
our experiments. Each bee can detect obstacles (walls and other bees) if they
are located in front of them. Whenever a bee encounters a wall or another bee,
it stops for an adjustable time and with an adjustable probability. The stopping
time can be correlated with the local temperature, which is associated with the
temperature value of the patch the bee (agent) is actually located on.
Figure 7 shows, that with these simple rules, the basic features of the honeybees’ behavior could be reproduced: The upper sub-figure shows that the
simulation produces comparable trajectories for single bees, if the bees’ random
motion is associated with a small bias towards warmer areas: every 50th time
step, the bee turns towards the warmest local surrounding patch.
Another interesting finding using this multi-agent simulation was, that the
before-mentioned rules that were extracted from honeybees could be significantly reduced in complexity, without impairing the collective to settle a good
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collective decision: As the lower sub-figure of Figure 7 shows, a group of 12 bees
could effectively aggregate at the warmest spot without having any bias towards
the warmer area, thus performing only randomized rotations. Also setting the
stopping rate at walls to 0 did not change the final result, in contrast, it even
improved the speed of the collective decision making. The only ‘hard rule’ that
has to be followed by the bees was found to be: “The warmer it is at a location
of a close-encounter with another bee, the longer the bee stays there”. Without
that rule, no temperature-correlated aggregation could be found.
We can summarize the simplified bee algorithm as follows:
1.) A bee moves randomly in a ‘correlated random walk’.
2.) If the bee hits a wall, it turns away from the
wall and continues to walk (step 1).
3.) If the bee meets another bee it stays with this bee
in an immobile cluster.
4.) The warmer the local temperature at the cluster’s location
is, the longer the bee stands still.
5.) After the waiting time is over, the bee moves on (step 1).

4

The Robotic Algorithm

Based on the results we obtained from the multi-agent simulations of the bees’
behavior, we translated the bee-derived algorithm to a robot-focused algorithm:
The world of an autonomous robot is very much different from a bee’s sensory world. Our focal robot swarms consisted of either hundreds of I-Swarm
robots[20] or of tens of Jasmine robots[21].

4.1

The Swarm Robot ‘Jasmine’

The Jasmine robot (see Figure 8 and [22]) was developed for swarm robot research: It has a small size of about 30 × 30 × 30 mm3 , and it has only local
communication abilities. By using 6 IR LEDs and 6 photodiodes, it can detect
obstacles (walls or other robots) and it can communicate within a radius of
approx. 7.5 cm. In its third generation, which we focus on in this paper, it is
calculating with an Atmel Mega 168 micro-controller with 1 Kbyte RAM and
16 Kbyte Flash. A single LiPo battery enables it to drive for up to two hours
and a pair of optical encoders are used for simple odometric measurements in
the mm-range.

4.2

The Swarm Robot ‘I-SWARM’

In the I-SWARM project[20] the goal was to produce a ‘true’ (robotic) selforganizing swarm concerning the size of the swarm and the size of the individual
13

Figure 7: Results of our multi-agent model of honeybees’ navigation in a temperature gradient. (A) Motion of a single bee with a small bias towards the
locally warmer temperature. (B) Final cluster position of 12 bees navigating
without any bias. The warmer it is in the location of a bee-to-bee encounter,
the longer the bees rest a this location. The dashed circle indicates the warmest
spot in the arena.
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Figure 8: The Jasmine swarm robot.
robots. The idea was to establish a mass production for autonomous robots
making, in principle, the production of numbers as high as hundreds are feasible.
The robot itself has a size of just 3mm × 3mm × 3mm. It is equipped with four
infrared emitters and sensors, three vibrating legs, and a solar cell as an energy
supply and additional sensor. The piezo-based legs allow a speed of about
1.5 mm/s at the maximum. A way of choice to build such small micro-systems
is to use flexible printed circuit boards. These boards are extensively used
in miniature systems as consumer electronics and high-tech components. The
functionality of the robot is basically focused on locomotion, an integrated tool
(vibrating needle) permitting basic manipulation, a limited memory, as well as
the possibility to communicate with neighboring robots via infrared light.

4.3

Shared and Different Properties of These Two Robots

The size difference between the robots can be compensated by changing the size
of the arena the robots work in. This can create comparable swarm densities.
The sensory range of the IR emitters and receptors are of comparable length in
relation to the robot size. The Jasmine robot covers its environment denser, as
it has more IR units. Also the speed of the two robots is different, even after
scaling it to the respective robot size: The Jasmine robot is much faster than
the I-SWARM robot.
In contrast to honeybees, both types of robots cannot sense temperature,
but they both can sense information projected onto the arena from atop: The
I-SWARM robot can be ‘fed’ with simulated temperature values by a LCD
projector that projects vertically onto the robot arena. For the Jasmine robot,
there exists a ‘light sensory board’ which can be mounted on top of the robot.
By using a simple light source (a lamp), a light gradient can be constructed in
the arena, which reflects the temperature gradient in the honeybee arena.
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(a) The robot design.

(b) In comparison to a coin and a match.

Figure 9: The I-SWARM robot in a CAD study and a rendered photo by Paolo
Corradi.
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4.4

The Algorithm

The algorithm, which we called BEECLUST2 , that allows the robot swarm to
aggregate at the brightest (warmest) spot in the arena can now be formulated
as follows:
1.) Each robot moves as straight as it can until it
encounters an obstacle in front.
2.) If this obstacle is a wall (or any other non-robot
barrier), it turns away and continues with step 1.
3.) If the obstacle is another robot, the robot measures
the local luminance.
4.) The higher the luminance is, the longer the robot
stays immobile on the place.
5.) After the waiting time is over, the robot turns
away from the other robot and continues with step 1.
One important aspect of the algorithm is the way how the waiting time corresponds to the local luminance. We assumed that the luminance sensor scales
approximately linearly from 0 to 180 for a corresponding luminance between 0
lux and about 1500 lux, what is in accordance to the technical hardware descriptions of the Jasmine robot (www.swarmrobot.org). We refer to this sensor
value by e.The parameter wmax expresses the maximum waiting time (in seconds). The following equation can be used to map the sensor values e to waiting
times of robots after encountering another robot:
wmax e2
.
(1)
+ 7000
The resulting sigmoid function for the direct mapping of light intensities to
waiting times is shown in Figure 10.
w(e) =
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e2

Swarm Experiments Using a Multi-Agent Simulation of the Robots

To verify our algorithm, we first created a bottom-up (microscopic) model of
the robot swarm. We used the simulator LaRoSim [23], which is a multi-agent
simulation of both types of robots described above. The two robot types are
modeled in the following way:
Jasmine robot Straight movements, 6 IR beams, high motion speed, low number of robots
2 The algorithm is called BEECLUST, because we derived it from the clustering behavior
of honeybees.
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Figure 10: The waiting time a robot waits after an encounter of another robot is
non-linearly correlated with the measured local luminance. Robots measure this
local luminance only after encounters with other robots. This curve is defined
by eq. 1, which is implemented in the robots’ control algorithm, and the (linear)
behavior of the sensor.
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I-SWARM robot Fuzzy movements, 4 IR beams, low motion speed, high
number of robots
With both configurations, each robot was implemented as an autonomous
agent. The arena is modeled as a set of patches (grid). The robots can move in
2D on this grid of patches. The local space is handled in discreet steps, thus the
environmental cues (luminance) are assigned to the local patches. In contrast
to that, the agents (robots) motion is performed in a continuous way. The
robots can detect walls and other robots by using their IR beams, which were
modeled by performing ‘ray-tracing’ of light beams that emerge from each robot
in a separation of 0.1 degrees from each other. As our algorithm does not use
any higher-level sensor data (e.g. distance of obstacles, rotation angle towards
obstacles, . . . ), the underlying sensor framework of the simulation could be held
rather simple.
The simulation’s main loop can be described as follows:
main_loop {
read sensors(); // update the status of all sensors
// according to the local environment
perform_communication(); //not used in our algorithm
perform behaviour(); // make all behavioural decisions
// according to our BEECLUST algorithm
perform_movements(); // move the robots, detect physical
// collisions
update_simulator_status(); // All global activities, update
// light conditions, count robots
// at target sites, ...
}
LaRoSim is implemented in NetLogo (http://ccl.northwestern.edu/netlogo/),
which handles the quasi-parallel execution of the agents’ behaviors. This is important for a multi-agent simulator to prevent artifacts which can emerge from
ordered execution stacks of agents.

5.1

Simulating the Swarm Robot ‘Jasmine’

Figure 11 shows a screen shot of a robot simulation using a parameterization
reflecting Jasmine robots. 15 robots were simulated in this simulation. A bright
light (> 1100 lux on the brightest spot) was used in this experiment. The subfigures show the dynamics of robotic swarm configurations during the experiment. First clusters appear everywhere in the arena. The longer the experiment
lasts, the more clusters are formed on the brighter side of the arena. These clusters get bigger over time. The darker side of the arena gets depleted from robots
over time.
We performed this experiment again with 15 simulated Jasmine robots, but
with a dimmed light (approx. 480 lux on the brightest spot). Compared to
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Figure 11: Simulation of 15 Jasmine robots in a gradient formed by a bright
lamp (> 1100 lux on the brightest spot). The sub-figures show stroboscopic
snapshot pictures of the run of the simulation. Over time, the clusters on the
bright side of the arena increase in number and size, while the clusters formed
on the dark side of the arena disappear. The robots tend to aggregate more on
peripheral zones of the light spot, due to blocking effects and traffic jams, and
do not often fill up the brighter central area of the light spot.
the scenario with bright light, the predicted aggregation of robots was less stable, aggregated clusters were of smaller size and the robots tended to fill up
the clusters beginning from the central (brightest) area in the light spot (see
Figure 12).

5.2

Simulating the Swarm Robot ‘I-SWARM’

Figure 13 shows a scenario comparable to the previously described ones, just
that I-SWARM robots were simulated in this case. In this simulation the number
of robots was significantly higher than in the simulation shown in Figure 11: 150
robots were simulated. The light spot (bright light condition) was shifted into
the center of the arena. Again, the same collective aggregation behavior was
found, but the time it took the swarm to aggregate near the brightest spot
increased significantly.
Finally, we wanted to know whether or not obstacles could prevent our
robotic swarm from aggregating at the light spot. As Figure 14 shows, several
20

Figure 12: Simulation of 15 Jasmine robots in a gradient formed by a dimmed
lamp (approx. 480 lux on the brightest spot). The sub-figures show stroboscopic
snapshot pictures of the run of the simulation. Over time, the clusters on the
bright side of the arena increase slowly in number and size, while the clusters
formed on the dark side of the arena disappear. The robots tend to aggregate
more in the central zones of the light spot.
variants of obstacles could not impair the swarm’s ability to aggregate preferentially at the light spot. Thus, our BEECLUST algorithm can be predicted to
be rather robust, concerning efficiency.

6

Preliminary Robotic Experiments

Using a swarm of Jasmine robots, we performed experiments depicted in the
Figures 11 and 12. The biggest challenge in formulating the BEECLUST algorithm in the programming language C was to implement the robot-from-wall
discrimination. This technical problem was solved as follows:
A robot that receives an IR reflection of its own emitted IR-LEDs immediately stops its motion. It starts to send longer-lasting pulses of IR emissions (to
be detectable for other robots), which were altered by longer lasting pauses of
any transmission. If IR pulses are sensed during this longer pauses, it cannot
be reflections of own emissions, so these IR signals have to originate from other
robots. The (ambient) lighting of the room, the used lamps that generate the
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Figure 13: Simulation of 150 I-SWARM robots in a gradient formed by a bright
lamp (> 1100 lux on the brightest spot). The sub-figures show stroboscopic
snapshot pictures of the run of the simulation. Over time, the clusters in the
central area of the arena increase in number and size, while the clusters formed
on the darker peripheral areas of the arena disappear. Finally most robots are
aggregated at the light spot at the center of the arena.
light gradient in the arena and even the remote control that is used to start the
robots at the beginning of the experiments have to be carefully selected, so that
they do not trigger the robot-to-robot detection.
As Figure 15 shows, the results gained from these preliminary robotic experiments correspond well with the predictions gained from the multi-agent
simulations of the Jasmine robots: In bright light, more robots aggregate at the
light spot and the robots aggregate in more peripheral areas, compared to the
dimmed light conditions.

7

Macroscopic Model of the Robots’ Collective
Behavior

After we evaluated the swarm robotic algorithm BEECLUST in bottom-up simulations and in real robotic systems, we wanted to generate top-down models
that allow us to describe the basic feedback loops that arise within the robotic
swarm in an abstract and easy to understand manner. Within this chapter, we
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Figure 14: Simulation of a group of Jasmine robots in a more complex arena.
The ‘habitat’ is structured by multiple obstacles that can block the robots
movements. The robots still perform just random motion and have no controller that allows them to circumvent obstacles ‘deliberately’. Nevertheless,
the BEECLUST algorithm allows the swarm to find the light spots and to aggregate at these brighter areas.
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Figure 15: Aggregation patterns observed with 15 Jasmine robots in two light
conditions. With bright light, more robots aggregate and the aggregation is
located at the peripheral zones of the light spot. With dimmed light, less robots
aggregate and the aggregation occurs in more central areas of the light spot.
We defined 4 spatial zones to describe how close the robots approached the spot
with the highest luminance in their final aggregated configuration. Pictures are
reprinted [24].
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demonstrate two distinct ways to achieve such top-down formulations. These approaches were described already in detail[24], here we give just a short overview
of the modeling steps and show the most important results that can be achieved
by simulating such models.
In a first notional step towards a model we interpret the considered swarms
as agent systems, i.e. these systems consist of cooperating, autonomous agents.
An agent system is a microscopic description, i.e. each individual is represented
explicitly. Therefore we can compute the trajectories of all agents. The many
occurring agent-agent interactions in the system might lead to a global collective
effect, e.g. formation of patterns. However, this effect might be masked by a
model based on trajectories due to an overflow of microscopic details. Therefore,
we choose a macroscopic description, i.e. the individual is not explicitly modeled
anymore but only ensembles of many swarm configurations. A good motivation
for this modeling approach in agent systems is given by Schweitzer[25]:
To gain insight into the interplay between microscopic interactions
and macroscopic features, it is important to find a level of description
that, on the one hand, considers specific features of the system and
is suitable for reflecting the origination of new qualities, but, on
the other hand, is not flooded with microscopic details. In this
respect, agent models have become a very promising tool mainly for
simulating complex systems. A commonly accepted theory of agent
systems that also allows analytical investigations is, however, still
pending because of the diversity of the various models invented for
particular applications.
This necessary reduction of microscopic details can only be achieved by a probabilistic approach and through abstraction.
It was very important for us to formulate the models in a way that most
model parameters can be taken directly from the implementation of the BEECLUST
algorithm that we used in the real robotic experiment. Most other parameters
can be either directly derived from the arena geometry, from the robots’ geometry or from the hardware specifications of the robotic hardware.
The first model that we implemented was a Stock & Flow model, which is
used by the school of ‘system dynamics’ [26]. To implement this rather simple
model, we used the software VensimTM [27]. A Stock & Flow model depicts
flow of material between compartments by using a specialized graphical notation. ‘Stocks’ represent compartments that can hold material over time. Doubled arrows (‘Flows’) connect these stocks, and allow material to move from
one compartment to another. In an open system, specific cloud-shaped symbols depict ‘Sources’ and ‘Sinks’, through which material can enter or leave the
system. In our model, the ‘material’ were the robots of the robotic swarm, the
‘Stocks’ represented the arena compartments that represented circular aggregation zones around the light spot (see figure 15). The flows represented the
exchange of robots among these zones, in other words: The rate at which robots
leave one zone and enter one of the adjacent zones. These flows (rates) are fi25

nally expressed by ordinary differential equations (ODEs), which describe the
rates of change of the corresponding stocks.
In a second modeling approach, we wanted to have a better spatial representation of the arena space. Therefore we used partial differential equations
(PDEs) to describe the drift of robots. We assumed the robots to be randomly
moving units, which can be roughly compared to moving molecules in Brownian
motion. In reality, the robots perform a motion pattern that can be described
as ‘correlated random walk’, as the robots change their direction only after
they encountered an obstacle (wall, other robot) in front of them. However, we
know that this frequently happens in the swarm of robots and that the robots
themselves do not drive perfectly straight trajectories. To keep the modeling
approach as simple as possible, we abstracted the motion model of the robots
from a correlated random walk to a pure random walk.
We tried to re-use as much as possible when establishing the two models.
This does not only save modeling time, it keeps the models also in a better
comparable state. Thus we used the same basic parameters for geometry and
hardware constraints (e.g., arena size, robots size, sensory radius, robot speed),
for the algorithmic expression (e.g., waiting time calculations), as well as for
modeling the light distribution in the arena.
One very important feature of both models is the correct modeling of the
expected local collision frequencies. To model the number of collisions3 for a
number (or density) of robots, we used collision theory [28]:
First, we had to consider the likelihood (what corresponds to the frequency)
of a free driving robot, which passes through an area occupied by aggregated
(standing) robots. The focal free robot f drives a distance of v∆t within a time
interval of ∆t. It collides with another aggregated, thus standing, robot a if
dist(f, a) ≤ r. The radius of the emitted circle of IR pulses used for collision
avoidance is denoted as r = 0.075m. Based on these geometrically derived formulations, the area that is relevant for modeling the correct collision probability
of a free driving robot is
Cf,a = 2rv.

(2)

Please note that this expression only covers collisions of free driving robots
with aggregated (standing) robots. To calculate the actual number of collisions
of free driving robots with aggregated robots, Cf,a has to be multiplied with
the actual density of aggregated robots within the corresponding area (zone).
However, a free driving robot can also collide with other free driving robots.
We assumed that all robots drive with the same average velocity v. The average
relative speed between the focal robot and all other free driving robots can
be calculated by summing up all relative speeds over all possible uniformly
distributed velocity vectors, what results in 4v
π . Thus the collision probability
3 Please note that we use the term ‘collision’ because we used ‘collision theory’ to model close
encounters of robots. In the algorithm BEECLUST, robots do not really collide. Whenever a
robot detects another robot within its sensory radius, this is accounted for a ‘collision’.
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of a free driving robot with other free driving robots can be expressed by:
4v
.
(3)
π
Again, we can calculate the actual number of collisions between pairs of free
driving robots by multiplying Cf,f with the density of free driving robots in the
corresponding area (zone).
Both macroscopic models that are described in this chapter use the above
formulated expressions for modeling the collision frequencies of robots.
Cf,f = r

8

The Compartment Model

The first model that we created is a compartment model [29], which is very
similar to the Stock & Flow models that can be produced with VensimTM [27].
Such compartmental models are frequently developed for describing physiologic
processes, in which chemicals are built up, degraded or exchanged among compartments like cell organelles, cells, tissues, organs or other body compartments.
In our modeling approach, the focal compartments are areas of the arena, which
exchange robots. Our case is a closed system, so no robots were removed or
added during runtime. Therefore we did not have to model ‘sinks’ or ‘sources’
in our model. Our model could concentrate purely on the flow of robots from
one compartment to another. It also has to model the changes of state of the
robots, which happen in reaction to collision frequency and local luminance, as
it is programmed in our BEECLUST algorithm.
We structured the arena space into several concentric rings, which are located
around the innermost brightest spot of the light gradient field. The flow of robots
among these ring-shaped zones, as well as their changes of state (free driving or
aggregated still standing) can be described as follows:
Robot diffusion: A robot can move from each ring-shaped zone only to one
of the two neighboring zones. Exceptions are the outermost and the innermost zone, which have only one neighboring zone. The flow of robots
from zone i to zone j are described by δi,j .
Change of state (Robots aggregate): Robots can have close encounters with
other robots. The frequency of these events depends on the robot density within a zone. Robots that encounter another robot change their
behavioral state: They stop moving, they measure the local luminance,
and begin with a waiting period which depends on the level of local luminance. The rate at which this change of state happens is expressed by
αi .
Change of state (Robots drive again): The rate at which robots start to
move again depends on the median local luminance in the corresponding
zone and on the number of aggregated robots in that zone. This rate is
expressed by βi .
27

Figure 16 shows a schematic drawing of our modeling approach. In the model
that was finally simulated, the arena was structured into 5 distinct zones: A
central circular zone at the brightest spot with a radius of R1 = 11cm. Around
this central area, there we defined three ring-shaped zones located with (outside)
radii of R2 = 22cm, R3 = 33cm, and R4 = 66cm respectively. The outermost
fifth zone covered the remaining area of the arena, which had the dimension of
150 cm × 100 cm.

Figure 16: Organization of the compartmental model: A chain of linked zones,
which represent concentric ring-shaped or disc-shaped zones in the robot arena.
Inside of each compartment, robots can switch from the free driving state to
the aggregated (standing) state and vice versa. Picture redrawn[24].
The variable Fi (t) holds the number of free driving robots within each zone
i. In contrast to that, the variable Ai (t) holds all aggregated robots within
this zone. Except the innermost and the outermost zone, robots can leave a
compartment with the rates δi,i+1 and δi,i−1 . In parallel, robots enter the zone
i with the rates δi+1,i and δi−1,i . These exchange rates of robots can be modeled
as follows:
δi,i−1 (t) = 0.5vDFi (t)

Ri−1
.
(Ri + Ri−1 )(Ri − Ri−1 )

(4)

The constant v = 0.3m/s represents the average speed of robots, the constant D = 0.5 represents a diffusion coefficient. The border between two neighboring zones is geometrically an arc segment. To model which fraction of robots
leave zone i towards the right direction and which fraction leaves towards the
left direction, the proportions of the two borders to the two neighboring zones
i−1
. In addition,
has to be considered, as was expressed by the formulation RiR+R
i−1
also the width of zone i is important, as it determines how many robots leave
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zone i at all within a time period. The width of a zone is expressed by the term
(Ri − Ri−1 ).
The model of robot diffusion at the innermost zone 1 is substantially simplified, as robots could only enter from zone 2 and robots can also leave only
towards zone 2. The innermost zone 1 is also shaped differently: It is a halfdisk, whereas all other zones are half-ring segments or more complex shapes.
The following equation models the flow of robots from zone 1 to zone 2:
δ1,2 (t) =

vDF1 (t)
.
R1

(5)

Also the outermost zone 5 has only one neighboring zone (zone 4), with
which robots can be exchanged. We also had to consider that this zone 5 has a
special shape, it is of the form of a rectangle, from which all other zones (zone
1-4) have been subtracted. The following equation models the flow of robots
from zone 5 to zone 4:
δ5,4 (t) =

vDF5 (t)
,
larena − R4

(6)

for the length of the arena larena = 150cm.
Beside the diffusion of robots, the second important process in our focal
robotic swarm is the aggregation of robots. As already explained in section
7, the likelihood (frequency) of robot ‘collisions’ depends on the local density
(number) of robots, as well as on their behavioral state (free driving or standing):
The two coefficients Cf,a and Cf,f express these two different likelihoods.
The parameter Pdetect models the probability that a robot recognizes another
robot and does not consider it as being an arena wall. Zi represents the area of
the focal zone i (in cm2 ). Based on these parameters, we can model the rate at
which robots collide, identify each other as robots and change to the aggregated
state in each zone i as
αi (t) = Fi (t)Pdetect

Cf,a Ai (t) + Cf,f Fi (t)
.
Zi

(7)

The third important process to model is the rate at which robots start to
move again, after their waiting period has expired. This rate is denoted as βi
for each zone i. The waiting time can be approximated by w1i , where wi is
the average waiting period robots have in compartment i. The duration of wi
depends on the average luminance expected within zone i.
In our algorithm BEECLUST, the relationship of waiting time (w) to the
local luminance (E) was non-linear (see equation 9): w depends non-linearly on
e, which is the sensor value reported from the luminance sensor of the robot.
This sensor maps the local luminance E to the sensor output value e in a rather
linear way (see equation 8). As we modeled the robots within each compartment
as being identical, we refer to wi , ei and Ei as the average waiting time, as the
average sensor value and as the average local luminance expected for all robots
within zone i.
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According to the Jasmine robot’s hardware specification, the luminance sensor maps luminances (Ei ) between 0 and lmax = 1500 lux in a linear manner.
For this range of local luminance, the sensor reports values between 0 and 180,
as is expressed by the following equation:


Ei
ei = min 180, 256
.
(8)
lmax
The average waiting time expected for a robot in zone i can be modeled
based on the reported sensor value ei as follows


wmax e2i
,
(9)
wi = max 1, 2
ei + 7000
whereby wmax = 66seconds refers to the maximum waiting time.
To avoid a division by 0, the waiting time wi was restricted to values of
equal to 1 or above. This necessity does also reflect empirical observations, as
robots stay on the place for approx. 1 second, after they encountered a wall or
misidentified another robot as being a wall.
Having calculated the average waiting time of aggregated robots in each zone
i, we can model the rate at which these aggregated robots change their behavioral state and start to drive again by multiplying the number of aggregated
robots Ai (t) with w1i :
Ai (t)
.
(10)
wi
Finally, we had to combine the above derived expressions that model the
diffusion process, the aggregation process and the dis-aggregation process into
two linked ODEs, which describe the dynamics of free driving robots (11) and
the dynamics of aggregated robots (12) within each zone of our arena:
βi (t) =

dFi (t)
=δi−1,i (t) + δi+1,i (t) − δi,i−1 (t) − δi,i+1 (t)
dt
− αi (t) + βi (t).

(11)

For the rightmost compartment at the end of the chain i = 1 we set ∀t :
δi−1,i (t) = δi,i−1 (t) = 0. Consequently, for the leftmost compartment at the end
of the chain imax we set ∀t : δi+1,i (t) = δi,i+1 (t) = 0 for all time. The number
of aggregated robots within each zone i is modeled by
dAi (t)
= αi (t) − βi (t).
(12)
dt
Before we discuss the issue of spatial distribution of robots in the arena
in detail, we want to derive a second macroscopic model of robot motion: a
model that describes spatial distribution not in 4 discrete compartments, but in
continuous space. After the derivation of this second spatially-explicit model, we
will compare the predicted spatial distributions in our two macroscopic models
to the observed distribution of real robots in our arena.
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9
9.1

Macroscopic Model - Step 3
Macroscopic, Space-Continuous Models for Robot Swarms

In this model we chose a full continuous representation of space by using a
partial differential equation (PDE). This approach of modeling multi-agent or
swarm robotic systems was taken before in several studies[30, 31, 25, 32, 33].
In our approach we followed the concept of Brownian agents by Schweitzer[25]
which is based on Brownian motion. A Brownian agent is an active particle with
an internal energy depot and self-driven motion. The most prominent feature
of our approach is the analytical derivation of the macroscopic model based on
the microscopic model[30, 34]. This derivation is based on a Langevin equation,
which is a stochastic differential equation and was used originally to describe
the trajectory of a particle showing Brownian motion, i.e. it is a microscopic
model[35, 36].
The change of a particle’s position X showing Brownian motion with drift
can be described under certain assumptions by a Langevin equation
dX
= −Q + DW,
(13)
dt
for drift Q, diffusion D and a stochastic process W. From the Langevin equation it is possible to derive a Fokker-Planck or Kolmogorov forward equation,
which describes the probability density of this particle, i.e. it is a macroscopic
model[37, 38, 39, 34]. The Fokker-Planck equation corresponding to equation 13
is given by
1
∂ρ(x, t)
= −∇(Qρ(x, t)) + ∇2 (D2 ρ(x, t)),
(14)
∂t
2
where ρ(x, t)drx dry is the probability of encountering the particle at position
x within the rectangle defined by dx and dy at time t. The Fokker-Planck equation has a variety of applications ranging from quantum optics[40] to population
genetics[41].
In the following we present a rather simple model based on diffusion only because here the robots’ motion is simple enough to be interpreted purely stochastically. This simplifies the Fokker-Planck equation to a diffusion equation
1
∂ρ(x, t)
= ∇2 (D2 ρ(x, t)).
∂t
2

9.2

(15)

Modeling the Collision-Based Adaptive Swarm Aggregation in Continuous Space

The robots were modeled as (particle) densities by F for free (moving) robots
and density A for aggregated robots. According to the visualization of the
compartment model (Figure 16) it is useful to find an interpretation based on
in- and outflows. There are flows in three dimensions. The first two dimensions
represent space and are due to the robot motion in the plane. As discussed
31

A(c, t)
F (n, t)

F (w, t)

F (c, t)

F (e, t)

F (s, t)

Figure 17: Schematic diagram of a simple discretization of eq. 16 focusing on
one patch in the center (density of free robots at position c: F (c, t)) and its
neighbors to the north, east, south, and west, plus the associated patch of the
aggregated robot density A(c, t). Arrows indicate the in- and outflow. Pictures
are reprinted [24].
above the robot motion was modeled by a diffusion process. The mathematical
description is the diffusion term D∇2 F (x, t) for a diffusion constant D. The
third dimension is time. The density of free robots F (x, t) is reduced by a
certain amount, because they aggregate, and F (x, t) is also increased because
they wake up and move again. This was modeled by introducing a stopping rate
s(x, t) depending on the number of collisions and detection rates. The addition
by awaking robots at spot x and time t is defined by the ratio of those robots
that stopped before at time t − w(x). w is the waiting time similarly defined as
in eq. 9 but with luminance sensor values e depending on points in the plane x.
Hence, we got
∂F (x, t)
= D∇2 F (x, t) − s(x, t)F (x, t)
∂t
+ s(x, t − w(x))F (x, t − w(x)).

(16)

This is a time-delay PDE. Additionally, a partial differential equation for A
can be formulated although it is not necessary as the densities of aggregated
robots are implicitly defined by F and w. For A we got
∂A(x, t)
= s(x, t)F (x, t) − s(x, t − w(x))F (x, t − w(x)).
(17)
∂t
One way of finding an intuitive approach to these equations is to look at
their simple discretization in parallel to Figure 16. In Figure 17 we show the
in- and outflow of the patch at position c in the case of space being discretized
by a grid to solve the equation numerically. The flow between neighboring
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patches is determined by the diffusion term D∇2 F (x, t) in eq. 16. A (simplified)
discretization of the Laplace operator ∇2 using finite differences is
.
∇2 F (c, t) = D(F (n, t) + F (e, t) + F (s, t) + F (w, t) − 4F (c, t)).

(18)

Thus, in our model moving robots tend to homogenize their density in space
by leaving areas of high density and by accumulating in areas of low density.
Another flow is indicated in Figure 17 by the diagonal arrow. These are the
robots leaving patch c, because they detected a collision and start waiting, or
entering patch c because their waiting time has elapsed. The patch labeled A(c)
is part of a second grid for aggregated robots. However, this grid is only optional
because the aggregated robots can be administrated by using time-delays and
the density of moving robots F : Robots are just removed from F (c) for their
waiting time w and subsequently added.
We derive the stopping rate s by simple collision theory [28] as discussed
above. In a first step, the collisions per time and area Zf,a , i.e. the collision
density was derived. The area of relevance here is given by eq. 2: Cf,a = 2rv.
Area Cf,a is populated by Cf,a A aggregated robots. This is also the number of
collisions one has to expect for a single free robot. Following classical collision
theory we multiplied by F resulting in the collision density
Zf,a (x, t) = Cf,a A(x, t)F (x, t).

(19)

To derive the collision density (as defined by collision theory) of free robots
colliding with free robots we followed similar considerations: In difference to the
above situation, we had to use the mean relative speed 4v
π . Thus, the resulting
area is Cf,f = r 4v
(eq.
3).
This
result
needed
to
be
divided
by two, because
π
each collision is counted twice. We got
1
Cf,f F 2 (x, t).
(20)
2
The stopping rate s determines a fraction of free robots, that collide with
another robot and also detect this collision. Reverting the division by two in
the derivation of eq. 20 leads to 2Zf,f (x, t) which gives the number of colliding
free robots instead of the number of collisions.
The probability, that a robot successfully detects a collision, is given by
Pdetect. This probability was multiplied to the sum of both collision densities.
We got
Zf,f (x, t) =

s(x, t) =

Pdetect
(Zf,a (x, t) + 2Zf,f (x, t)).
F (x, t)

(21)

In order to limit the maximal achievable robot density we introduced a
sigmoid function L(x, t) ∈ [0, 1]. It was multiplied to and, thus, incorporated
in the diffusion coefficient D such that it can be interpreted as a space- and
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time-dependent diffusion. The flow of the robot density is slowed down as an
effect. We defined
L(x, t) = (1 + exp(20(F (x, t) + A(x, t))/ρc − coffset ))−1 ,

(22)

for a constant coffset that shifts the sigmoid function over the density-axis,
and a ’critical’ density ρc at which the robots’ movements become almost impossible, which was set to ρc = 1/(πr2 ). The shape of L (defined by coffset ), and the
diffusion constant D are free parameters that were fitted to the scenario. In the
following, if not explicitly stated, we set coffset = 13. The boundary conditions
were set to total isolation (no robots leave or enter). The initial condition was
a homogeneous distribution of robots in the dark half of the arena. We solved
eq. 16 numerically (forward integration in time) as the time delay is increasing
its complexity critically. It is numerically easy to solve though.

10

Results of our two Different Modeling Approaches

We simulated the compartmental model in 3 different environmental conditions:
‘No light’, which was simulated assuming a lamp emitting light at an intensity
of 0 candela. ‘Dimmed light’, which was simulated assuming that the lamp
emits light at 9 candela. And finally ‘Bright light’, which assumed that the
lamp emits 27 candela. Figure 18 shows that in a bright light spot, significantly
more robots are predicted to aggregate than under dimmed light conditions.
With no light at all, approx 1 robot is always clustered. This can be interpreted
as a modeling artifact, as one would expect no aggregation at all without any
light spot. The effect arises from the fact that our minimum waiting time in
our model was restricted to values above or equal to 1. Although such a result
seems counter-intuitive, it is still a very plausible result, because due to the
high robot speed and the relatively small arena, there is approximately every
2 seconds a short-time encounter of two robots, what will be represented by 1
aggregated robot per second.

Figure 18: Aggregation dynamics of our modeled robotic swarm under three
different light conditions: (A) Bright light. (B) dimmed light. (C) no light.
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(a) High densities allowed (coffset = 13).

(b) Only low densities allowed (coffset = 4).

Figure 19: Expected density of aggregated robots (higher densities are brighter)
for the scenario shown in Figure 11 but with different maximally allowed densities (different L-functions).
The predictions of our stock and flow model about the total aggregation of
robots under different light conditions (Figure 18) showed results that compared
very well to the results we achieved with our bottom-up simulator as well as
with our real robotic experiments. Of course, we also investigated the spatial
distribution of the robots among the four defined arena zones to empirical results
(see Figure 15).
The space-continuous model indicates a slower increase of aggregated robots
in Figure 18, especially for the bright light. This is due to the limits of the
diffusion process assumption. This is discussed in the next section in more
detail.
One aspect of the swarm system that cannot be described with the Stock &
Flow model is the position, the spatial expansion and the shape of the emerging
clusters. At least partially, this information can be predicted by this spacecontinuous model. As an example, the robot density for the scenario shown in
Figure 11 is given by Figure 19 for two different values of coffset allowing high
or only low densities respectively. Notice that the resulting cluster shapes differ
not only in quantities but also in their form.
The robot density over time for a scenario comparable to the one shown in
Figure 13 (central light) is shown in Figure 20.
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(a) t = 9sec.

(b) t = 18sec.

(c) t = 180sec.

Figure 20: Expected density of aggregated robots (higher densities are brighter)
for one light in the center (comparable to the scenario shown in Figure 13).
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Figure 21: Comparing the numbers of aggregated robots over time combining
the central area (zone 1 and zone 2 pooled) and the peripheral area (zone 3
and zone 4 pooled) of the aggregation place respectively as predicted by the
two models to mean, min., and max. of six robot experiments. Pictures are
reprinted [24].
Besides several steps of abstraction to omit microscopic details that are
unnecessary but also those that can hardly be modeled, the compartment model
and the space-continuous model give good spatial predictions of the distribution
of aggregated robots over the zones (Figure 22) compared to the empiric results.
The dynamics of the aggregation process are also predicted well but with less
accuracy (see Figure 21). This is especially true for the spatial model.

11

Discussion

Our process that led finally to the development and to a mathematical analysis
of a robotic swarm algorithm (BEECLUST) started with a classical ethological
experiment performed with real animals: We repeated some classical experiments of bee movements in a temperature gradient field, and we elaborated these
experiments further by transforming these experiments from a one-dimensional
setup (Figure 1) into a two-dimensional setup (Figure 2). This transformation
allowed us to gain novel insights into honeybee clustering behavior, which, from
our point of view, are very interesting for the field of swarm robotics. We found
that the bees show clearly emergent behavior and that they are able to solve a
hard task (optimum finding) in a swarm-intelligent way (Figure 4), while one
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(a) Dimmed light.

aggregated robots

5
4
3
2
1
0
Zone 1

Zone 2

Zone 3

Zone 4

(b) Bright light.

Figure 22: Comparing the numbers of aggregated robots in each of the four
considered zones as predicted by the two models to the mean numbers of aggregated robots in each zone during the last 60 seconds of 6 robotic experiments;
error bars indicate upper bound of the 95% confidence interval. Pictures are
reprinted [24].
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single be was in most cases unable to solve the given task (Figure 5). We realized
that the bees’ behavior can be described in a small set of simple rules.
These rules were then further investigated by using an individual-based
bottom-up model (Figure 7), which allowed us to further reformulate and reduce
these rules. This way, we finally found a minimum set of rules, which was able to
produce the interesting self-organized and swarm-intelligent collective behavior
of a swarm of agents that search for an optimum in a noisy gradient field with
very limited sensory abilities and without any channel of direct communication.
For us, it was extremely interesting that the derived algorithm was clearly a
swarm-intelligent algorithm, but it uses neither direct communication nor does
it use indirect communication in the form like it is described as stigmergy: No
‘pheromones’ or other signals are spread or deposited in the environment, nor do
the robots change anything else in the environment, except position themselves
somewhere in this environment.
Thus the only form of minimalistic communication that is performed is the
presence or absence of robots in specific regions of the environment. Our reasoning, why the swarm is able to find optimal solutions as a collective, was that
the probabilities associated with the presence or the absence of robots in specific
areas of the environment is associated strongly with environmental features.
First, we had to test our bio-derived robotic algorithm with bottom-up simulations of robot hardware (Figures 11, 12, 13, 14). Then, we tested the algorithm
also with real robotic hardware (Figure 15). Finally, after we demonstrated that
the simplified bio-derived robotic algorithm still shows the desired swarm behavior, we wanted to analyze the inner core of the swarm system by formulating
macroscopic models, which only depict the major components of the system and
which only incorporate the dominant feedback loops that reside within the components of the system. These models allowed us to further understand how this
distributed and dynamic system operates and why it converges to the observed
solutions.
How does the distributed system work? As in all aggregating systems, a
positive feedback loop is established by the rules of our algorithm, which finally
leads to the desired aggregation of robots in favorable areas: In an area occupied
with many robots, it is more likely that free driving robots meet one of standing
robots, compared to an area occupied by a lower number of robots. This way,
differently-sized clusters of robots emerge throughout the arena. In brighter
areas, clusters have a longer half-life period, as the resting time of robots is
higher. All clusters are competing for free driving robots, which are crucial for
the ‘survival-chance’ of a cluster: If the frequency of free-driving robots, which
join a cluster, is lower than the frequency at which robots leave the cluster,
the number of robots in a cluster will decrease until the cluster is gone. Thus,
it is the competition of clusters, that allows the swarm to find near-optimal
solutions.
Robots that join an aggregation cannot occupy the very same location that
is already occupied by the previously aggregated robots. Thus every robot
indicates an own solution to the given problem. Robots within the same clusters
represent non-identical but related solutions (similar light sensor values).
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If an aggregation system is driven just by positive feedback, it can be assumed that after some time there will be just one big aggregation of robots. In
our focal system, we have also saturation effects, which allow the system to get
dominated more and more by negative feedback, as the clusters grow in size: If
a cluster is growing, robots can join in most cases only on the outer rim of the
cluster, which has a lowered luminance in our gradient field. Thus these outside
robots have a lower resting time and leave the cluster earlier than the innermost
robots do. In addition, the innermost robots are often blocked by the outer-rim
robots, thus they immediately re-aggregate again, after their waiting period is
expired. These phenomena lead to a maximum cluster size. This maximum
cluster size is reached, when the positive feedback of aggregation is balanced
out by the negative feedback of cluster saturation. The location of this equilibrium point depends on the shape of the used light spot, as well as on the shape
of our robots’ waiting time function (Figure 10).
In addition to the feedback loops mentioned above, there is also another effect observable in the robot swarm driven by our BEECLUST algorithm: Robots
show aggregation patterns that can in most cases be described as nested strings
of robots. A chain of robots showed to be a rather stable structure, as it attracts
many free driving robots and we observed that these chains can break up only
starting from their two outer edges. The whole process has a high similarity to
what is known from Diffusion Limited Aggregation[42]. These effects are pure
microscopic processes that emerge from the local robot-to-robot configurations,
thus these effects can be better analyzed by microscopic individual-based models
than with macroscopic models.
In conclusion, we can assume that robots will distribute across several light
spots, whenever the number of robots is bigger than the equilibrium number
of robots for one cluster. In future, we will investigate the robot swarm also
in complex environments, having different numbers of light spots, differently
shaped gradients and even in fluctuating environments, where the light spots’
intensities and positions change over time.
Our main reasoning about the processes that govern the robot swarm’s behavior was done by constructing macroscopic models of our swarm system. In
the following, we will discuss several technical aspects of these models, as well
as discrepancies and similarities of our two macroscopic models.
Besides several simplifications and assumptions that became necessary during the abstraction process, both models have the potential to give valid approximations of the observed swarm behavior. The presented models give estimates
of the dynamics as well as at least some spatial features. These results were
achieved without any extensive fitting of parameters although several free parameters were introduced and roughly fitted.
In our compartment modeling approach, we represented the arena space by 5
discrete zones. This is a rather rough approximation, especially as these 5 zones
were of different shape and size. However, the used approach sufficed to achieve
good modeling results, which compared well to our empirical observations. We
did not refine the compartmental model to finer compartments, as fine resolution
of the arena was achieved by the spatially resolved PDE model anyway.
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With our compartmental model approach, the formulation of the aggregation
process (α) and of the dis-aggregation process (β) was rather straightforward
and easy. The biggest challenge for the compartmental model was the implementation of the diffusion process. Not only can this parameter seldom be derived
from the microscopic behavioral rules of the robots, but also the complexity of
the shapes of our 5 zones made it difficult to model this process. Besides this
hard to determine parameter D, also the robot-to-robot detection rate Pdetect
is a crucial parameter. It is hard to determine, because the robots’ internal
computation cycles differ significantly from time to time, sometimes they execute their main loop 200 times a second, other times it can be executed 1000
times per second. The local environment (e.g., how many nearby robots trigger
collision avoidance routines) affects the frequency of execution of our detection
routine significantly. Thus, also Pdetect can vary significantly over time. We observed that (per robot-to-robot contact) the likelihood of a positive recognition
of robots varies between 20% and 50%.
Concerning the space-continuous model, the correct modeling of the robot
motion poses a challenge. Although the assumption of a diffusion process leads
to good results and is also mathematically easy to handle. The robots in our
experiments showed rather a so-called correlated random walk. They move
(ideally) straight between collisions. This time-correlated behavior cannot be
modeled macroscopically. The accuracy of the space-continuous model would
be increased with higher numbers of robots in the experiment, i.e. the robot
density and, thus, the collision frequency would be increased.
In the presented scenario the model was adapted using a high diffusion constant D. This leads to a fast ’mixing’ or homogenization of the density throughout the arena as observed in the experiments; but it is a counter-intuitive approach because it actually would be interpreted as a higher number of collisions
in the image of a diffusion process. However, this is the only way of overcoming
the lack of temporal correlations and emulating the observed behavior.
By comparing both macroscopic models, we can report that both models
nicely converged concerning their internal structure and concerning their results.
The two models were developed at two different locations simultaneously: The
compartmental model (ODEs) was developed at the University of Graz (Austria), while the space-continuous model (PDEs) was developed at the Technical
University in Karlsruhe (Germany). Both model approaches focused on the
same empirical study, thus both modeling processes faced the same problems
to solve. Although the two mathematical approaches differ significantly, the
resulting models could be easily refined in a way so that they re-use approximately 30% - 40% of their formulation from a common stock of formulations
(collision theory, light gradient distribution, ...).
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Conclusion

Finally, we conclude that observing natural organisms is a valuable approach
towards swarm robotics. By performing careful experimentation with these or-
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ganisms under controlled laboratory conditions, the relevant behavioral patterns
of natural collective behavior can be investigated and proximate behavioral rules
(or correlations) can be extracted. Computer simulations (microscopic models)
can help to understand these proximate rules better and to discriminate between
dominant and rather unimportant rules concerning the ultimate collective behavior. Afterwards, translated, often simplified, algorithms for swarm robots
can be derived this way from the biological observations and these swarm algorithms can be tested (and tuned) in microscopic simulations of robotic swarms
as well as in real robotic swarms. Finally, macroscopic modeling of the swarm
system can help to understand the ‘reasoning’ of the observed ultimate collective behavior: They remove less important microscopic details, so that a good
vision of the dominant feedback rules emerges, which determine the swarm’s
behavior. In our future work, we will continue to investigate the focal system
on all levels that have been presented here. We will investigate honeybees’ behavior in more complex temperature gradient fields, as we will also investigate
our robotic swarm in more complex light gradient fields. In addition to that,
we will refine our macroscopic models to achieve even better predictions of the
swarm’s behavior and to allow also modeling of more complex and fluctuating
environments.
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[8] M. Dorigo and T. Stützle, Ant Colony Optimization. (MIT Press, Cambridge, MS, London UK, 2004).
[9] J. Ferber, Multiagentensysteme - Eine Einführung in die Verteilte
Künstliche Intelligenz. (Addison-Wesley, 2001).
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